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Abstract—In this paper, we present a novel method for human
action recognition using covariance features. Computationally
efficient action features are extracted from the skeleton of the
subject performing the action. They aim to capture relative
positions and motion over time of the joints. These features
are encoded into a compact representation using a covariance
matrix. We evaluate the performance of the proposed method
and demonstrate its superiority compared to related state-of-
the-art methods on various datasets including: the MSR Action
3D, the MSR Daily Activity 3D and the UTKinect-Action dataset.

Index Terms—Covariance matrix, skeleton features, human
action recognition.

I. INTRODUCTION

Human action recognition from depth monocular sensor has
become a very active area of research thanks to the apparition
of low cost devices such as the Microsoft Kinect or the Asus
Xtion Pro. These sensors provide videos containing informa-
tion on pixel depth, representing a 3D model of the scene, and
allow a more reliable and robust action recognition than with
a conventional camera. Numerous applications of vision based
action recognition systems have become popular in research
and industrial development, such as human-machine interac-
tion (HMI), behavior monitoring or sign language recognition.
Even if a lot of work has been done in vision based machine
learning, the problem of robust and real time action analysis
is still a challenging task and designing systems that can cope
with a large number of classes or noisy inputs still represents
an open issue.

State-of-the-art action recognition methods often start by
extracting features and descriptors and then use these features
with machine learning algorithm for classification. Usually,
features are computed based on a holistic approach or a local
descriptor approach.

Holistic approaches aim to use all the information contained
in the pixels of the actor performing an action. Oreifej and
Liu [1] proposed the Histogram of Oriented 4D Normals
(HON4D) for human action recognition on depthmaps. They
describe depthmap videos with histograms of oriented 4D
surface normals, capturing the distribution of the orientation
of the surface normal in the 4D volume of spatial, depth and
time coordinates. To customize the HON4D, the 4D space is
initially quantized using the vertices of a regular polychoron.
This quantization is then refined using a new discriminative
density measure such that additional projectors are induced in
the directions where the 4D normals are denser and thus more
discriminative. Yang et al. [2] introduced the Depth Motion

Maps-based Histogram of Oriented Gradients. From the front,
side and top view of an action they compute the associated
depth motion maps, i.e. the sum of the difference between
every two consecutive depth maps of the video. Those depth
motion maps provide information about where movement
happens. They concatenate the Histogram of Oriented Gradient
of the 3 depth motion maps to form their descriptor.

Local descriptors approaches aim to extract information
only from discriminative pixels or regions. Skeleton based
approach are popular in human action recognition because
the skeleton contains the motion information of the action.
Xia et al. [3] proposed the Histograms of 3D Joints (HOJ3D)
feature based on normalized skeleton joints location. Every
joint location is used in a histogram of probabilistic voting
in spherical bins. Those histograms are then used in a bag-
of-word model computed thanks to a k-nearest neighbor algo-
rithm. To capture the temporal order of the word sequences,
they propose to use Hidden Markov Models. Vemulapalli et
al. [4] proposed to use rotations and translations to represent
the relative geometry between the body parts, based on the
skeleton, in Lie group. Then they employ Dynamic Time
Warping and Fourier Temporal Pyramid to model the temporal
dynamics.

Wang et al. [5] proposed an new approach based depthmaps
and skeleton data. First they compute 2 features, (1) the
pairwise relative joint positions that describe the position
from every joint relatively to the others, and (2) the Local
Occupancy Pattern (LOP) that describe the appearance of the
depthmap around a joint. LOP feature is the concatenation
of histograms of occupied bins, at a given frame, in spatial
cuboid neighborhood centered around one joint. The authors
compute a Short Fourier Transform on the concatenated pre-
vious features in order to get their descriptor, the Fourier
Temporal Pyramid feature. Finally they propose an iterative
method to find around which joints Fourier Temporal Pyramid
features should be computed. They call the combination of
this conjunctive structures, on the Fourier Temporal Pyramid
features, the Actionlets.

In this paper we propose new features based on skeleton
data. Our descriptor is the covariance matrix of this features
computed for each skeleton joint over time.

The rest of our paper is organized as follows: Section II
describes the related work. Section III describes the proposed
video descriptor. In section IV we present the results on several
datasets and section V concludes the paper.



Fig. 1. Method overview

II. RELATED WORK

Recent works have shown interest in characterizing video
features using the covariance of features. This approach allows
us to work with region of different sizes without restriction
on the number of points in a patch or a specific patch size.
Tuzel, et al. [6] first proposed this approached. In their work,
they propose to describe each pixel in a region with features
of position, color and gradient. A region is then described
by the covariance matrix of the previous features on the
region’s pixels. This covariance approach is an easy way to
fuse multiple features and provide a low dimension descriptor
for a region. Moreover, depending on the features used, this
approach can be scale, rotation and illumination invariant. To
speed up computation, they propose to use integral images.

Hussein et al. [7] use skeleton data extracted from depth
sequences for human action recognition. They proposed to
use the coordinates of every skeleton joint as a variable to
compute their covariance matrix descriptor. They combine this
approach with a temporal hierarchical construction to extract
temporal order of an action, i.e. to capture the order in which
the movements are performed. They classify their descriptor
with a linear SVM.

To recognize actions in videos, Guo et al. [8] propose to
extract coordinates and shape features from silhouettes and
use the covariance as a descriptor. To address the issue of the
non-Euclidean space, they map Sym+

d to the vector space of
symmetric matrices. This approach allow them to use standard
learning algorithms. Tabia et al. [9]–[11] also use covariance
matrices for 3D shape retrieval. Their features are based on
coordinates and distance to the patch center, for every points
of the 3D model. They propose to use the geodesic distance
between covariance matrices.

III. COVARIANCE OF FEATURES ON SKELETON DATA

Figure 1 presents an overview of our approach. Our work
is based on skeleton data extracted from depthmaps. On every
joints of those skeletons, for every frame, we extract features
described in section III-A. Then we use the covariance matrix
of those features, on each joint, to provide new features
whose size does not depend on the number of frame. Finally
we concatenate those matrices into one vector and apply a
dimension reduction step based on the Principal Component
Analysis (PCA) algorithm.

A. Skeleton features

In this section we describe the procedure we use to compute
the features from skeleton data.

Let’s consider a depth video V of an actor performing an
action, and containing T frames. From this video we can
extract a skeleton model from the voxels of the actor. We
note Ji(t), i ∈ [1 . . . I], the i-th joint of the skeleton at the
frame t, and xi(t), yi(t) and zi(t) the coordinates of Ji(t).

First we perform a data normalization to make our descrip-
tor scale invariant. For this purpose, we normalize the joint
coordinates over the video so that they fit in a unit sphere.
There is no need to center the coordinates because, by nature,
the covariance matrix used later is invariant to translation.

For the joint Ji, we define the following 21 features:

1) X(t) = xi(t)
2) Y (t) = yi(t)
3) Z(t) = zi(t)
4) Ymean(t) = Y (t)− 1

I ∗
∑I

j=1 yj(t)

5) Zmean(t) = Z(t)− 1
I ∗

∑I
j=1 zj(t)

6) Xt−(t) = X(t)−X(t− 1)
7) Yt−(t) = Y (t)− Y (t− 1)
8) Dt−(t) =

√
Xt−(t)2 + Yt−(t)2 + Zt−(t)2

9) Xt+(t) = X(t)−X(t+ 1)
10) Yt+(t) = Y (t)− Y (t+ 1)
11) Dt+(t) =

√
Xt+(t)2 + Yt+(t)2 + Zt+(t)2

12) Gtx(t) = X(t+ 1)−X(t− 1)
13) Gty(t) = Y (t+ 1)− Y (t− 1)
14) Gtz(t) = Z(t+ 1)− Z(t− 1)
15) DGt(t) =

√
Gtx(t)2 +Gty(t)2 +Gtz(t)2

16) dN(t) = X(t)− min
j∈[1,...,I]

xj(t)

17) dS(t) = max
j∈[1,...,I]

xj(t)−X(t)

18) dW (t) = Y (t)− min
j∈[1,...,I]

yj(t)

19) dE(t) = max
j∈[1,...,I]

yj(t)− Y (t)

20) dF (t) = Z(t)− min
j∈[1,...,I]

Zj(t)

21) dB(t) = max
j∈[1,...,I]

zj(t)− Z(t)

Features 1,2 and 3 are the coordinates of the joint Ji.
Features 4, 5 and 16 to 21 aim to capture the motion of the
joint compared to the others. Features 6 to 15 describe the
temporal aspect of the action on the scale of the joint.

We note F (t) the feature vector, which is the concatenation
of the previous features for the frame t. Thus, actions around
the joint Ji is described thanks to the 21*21 covariance matrix
C(Ji) of the feature vector over the time:

C(Ji) =
1

T

T∑
t=1

(F (t)− µ) ∗ (F (t)− µ)′ (1)

where ′ is the transpose operator and µ is the mean of the
feature vector computed over time.

The video is described by the covariance matrices
C(Ji), i ∈ [1 . . . I], corresponding to every joint of the
skeleton.



B. Similarity between two videos

We propose to use the Frobenius distance to measure the
distance between the matrix descriptors.

Let’s define the Frobenius distance between two d*d matri-
ces X and Y as:

dF (X,Y ) =

√√√√ d∑
i=1

d∑
j=1

[X(i, j)− Y (i, j)]2. (2)

To compare two videos V1 and V2, we define the distance
D between their descriptors, respectively C1(Ji), i ∈ [1 . . . I]
and C2(Ji), i ∈ [1 . . . I].

D(V1, V2) =

I∑
i=1

dF (C1(Ji), C2(Ji)) (3)

With this distance, we propose to use a linear Support Vector
Machine [12] as a classifier.

C. Dimensionality reduction

For a skeleton with 20 joints, such as in our experiments in
section IV, the dimension of our descriptors is 21*21*20, that
is 8820. Dealing with human actions recognition requires to
record subjects performing these actions. Trying to recognize
a wild variety of action is a challenging task and we rely on
databases to learn the classifier. However, recording actions is
a very tedious and time consuming activity. This is why most
databases for human action recognition provide less than 100
samples of every action. Moreover, any new action added to
the system will require new recording, that is why we want
our system to deal with a relatively small amount of training
examples. Therefore the number of training examples is less
than the dimension of our descriptor. This implies that most
of the dimension contains no discriminative information. We
propose to use a Principal Component Analysis [13] to reduce
the dimension of the features space. The discriminant axis are
computed thanks to the training examples. Let’s consider a
matrix X such as the rows of X are training examples and
columns are features. With the PCA algorithm, we compute
the matrix W that allows us to map the data X to a new feature
space W ∗X where features are uncorrelated. We can chose to
perform the truncated transformation to only keep the n first
principal components, which carry most of the information.

IV. EXPERIMENTS

We experiment our approach on several databases. In this
section we present our results.

Our approach is real-time, since it takes 30 ms on a proces-
sor Intel core i5-4210U 1.7 GHz with a Matlab implementation
to classify an action in our biggest database, MSR Action 3D.

A. MSR Action 3D Dataset

The MSR Action 3D dataset [14] was captured by using a
depth sensor similar to the Kinect device. In this dataset, the
10 subjects performed each action 2 or 3 times. The 20 actions
are high arm wave, horizontal arm wave, hammer, hand catch,
forward punch, high throw, draw x, draw tick, draw circle,

Fig. 2. MSR Action 3D dataset

hand clap, two hand wave, side-boxing, bend, forward kick,
side kick, jogging, tennis swing, tennis serve, golf swing, pick
up and throw. This entire dataset contains 567 depth videos
but only 557 are used in our test because the skeletons are
either missing or too erroneous.

We run our tests with subjects 1, 3, 5, 7, 9 used for training
and subjects 2, 4, 6, 8, 10 used for testing.

Method Accuracy
Bag of 3D Points [14] 74.70%
HOJ3D [3] 79.00%
Actionlet Ensemble [5] 82.22%
HON4D [1] 88.89%
Cov3DJ [7] 90.53%
Lie group [4] 92.46%
Our approach 93.04%

TABLE I
ACCURACY ON MSR ACTION 3D

Several studies have been conducted on the MSRAction3D
dataset. The comparison with state-of-the-art methods are pre-
sented in table I. Our approach achieves 93.04% classification
accuracy and outperforms other approaches. Approaches only
based on depthmaps require more computation and can be
more sensitive to depthmaps noise. Our approach based on
skeleton data is less influenced by the sensor’s noise and thus,
more reliable.

Figure 3 presents the confusion matrix for our approach.
We can observe that every actions, except hand catch, is
recognized with more than 70% accuracy. We even achieve
a perfect true positive rate on 12 actions. Action hand catch
lowers the performance because more than one in two it is
mistaken for another action with the hand moving up: high
arm wave, forward punch or two hand wave. To a lesser extent
pickup & throw can be mistaken for side-boxing even if those
actions are visually different.

B. MSR Daily Activity 3D Dataset

The MSR Daily Activity 3D dataset [5] was recorded with
a Kinect device. There are 16 actions: drink, eat, read book,
call cellphone, write on a paper, use laptop, use vacuum
cleaner, cheer up, sit still, toss paper, play game, lie down
on sofa, walk, play guitar, stand up, sit down. There are 10
subjects and each subject performs each activity twice, once
in standing position, and once in sitting position. This dataset
is challenging because it contains large spatial and scaling
changes, and the subjects interact with objects.

For this dataset we also use odd subjects for training and
even subjects for testing. We presents the results in table II.



Fig. 3. Confusion matrix on MSR Action 3D

Fig. 4. MSR Daily Activity 3D dataset

Table II shows that our approach fails to achieve good
performance on MSR Daily Activity. This can be explained
with the confusion matrix for this test, presented in figure 5.

This dataset is more challenging than MSR Action 3D for
our algorithm because the skeleton data are less reliable to
determine the action. For instance the action call cellphone
is often mistaken for the action eat because, in both actions,
skeletons perform a similar motion where the hand rises to the
head. In the same way, action play game generates skeletons
where can easily be confused with actions where the skeletons
are in a similar position and only the hands are moving, such
as write on paper or use laptop. The action use laptop is even
more challenging because subjects that are using the computer
have different behavior. Some stand still, others move while
using the computer. The key point to differentiate these actions
rely more on the object used than in the skeleton data.

Actions that don’t include using an object, such as cheer up
or walk, are well recognized by our algorithm.

The use of objects that partially hide the subject’s body and
can lead to noisy skeleton data, therefore poor recognition
performance. Moreover, the very few number of performance
for each action and actor, only two records and in two different
settings, can explain this performance compared to results
obtained on MSR Action 3D dataset.

C. UTKinect-Action Dataset

The UTKinect-Action dataset [3] is recorded with a depth
camera. The aim of this dataset is to study the effect of view-
point variation. The 10 actions are: walk, sit down, stand up,
pick up, carry, throw, push, pull, wave hands, clap hands.
There are 10 subjects and each subject performs each action
twice.

Method Accuracy
LOP [5] 42.50%
Depth Motion Maps [2] 43.13%
NBNN [15] 53%
EigenJoints [16] 58.10%
Our approach 65.00%

TABLE II
ACCURACY ON MSR DAILY ACTIVITY 3D

Fig. 5. Confusion matrix on MSR Daily Activity

In our test, we evaluate the performance of our approach
using the same setup as in [3], leave one sequence out cross
validation (LOOCV). We compare our approach to other state-
of-the-art methods in the table III.

Method Accuracy
HOJ3D [3] 90.92%
Lie group [4] 97.08%
Our approach 92.46%

TABLE III
ACCURACY ON UTKINECT-ACTION

Our approach achieves good performance on this dataset,
except for the actions walk and carry, as we can see in the
confusion matrix on figure 7 . Those two actions are similar
and can be mistaken one for another, yet they have more than
75% of recognition accuracy. At a skeleton level, the only
difference between those two actions is the hands position.
In the walk action, hands are close to the hips, and in action
carry, hands are before the stomach.

We can note that our descriptors are effective to differentiate
the temporal order of motion. Indeed, the algorithm succeeds
to distinguish sit down from stand up and push from pull.

Fig. 6. UTKinect-Action dataset



Fig. 7. Confusion matrix on UTKinect-Action

V. CONCLUSION

In this paper we present a state-of-the-art approach for
human action recognition based on the covariance of skeleton
features. We introduced 21 features on skeletons that capture
the motion information of every joint in time and compared
to the other joints. The simplicity of the approach allows us
to perform real time recognition. In this study, we conducted
tests on 3 databases. On MSR Action 3D and UTKinect
databases we achieve promising performance. We even achieve
state-of-the-art performance on MSR Action 3D. MSR Daily
Activity shows the limits of the actual algorithm. The proposed
approach cannot determine if an object is being used and the
nature of this object because it only rely on skeleton data.
Actions that are not determined by the skeleton motion, but
by the object used are challenging to our approach because
fails to capture this information. Moreover our algorithm is
sensitive to noisy skeleton data that are due to the object hiding
the subject. We will continue to improve our approach and
address these issue in future work.
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